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JISC Progress Report: Preserv 2 (Oct. 2008)
Overview of Project

Grant Statement

Please confirm that the project is being conducted under the terms agreed with JISC in the letter of grant and the JISC Terms and Conditions attached to it.

Note any changes to the original award, including any extensions or alterations granted.

We confirm the project is being conducted under the terms agreed with JISC in the letter of grant and the JISC Terms and Conditions attached. Funded partners are Southampton University, Oxford University, and The National Archives, with the British Library as an advisory partner.
After initial problems in recruiting and deploying project staff at Southampton University and The National Archives, respectively, JISC approved a no-cost extension of three months to end March 2009.

A project consortium agreement has been agreed in principle but not yet circulated and signed, so far preventing distribution of funds to Oxford. 
This progress report covers the period from the project start in July 2007, and mainly concerns the period since full project staffing in March 2008, and is based on a revised workplan (v0.3) produced in May 2008.
2. Aims and Objectives

Explain any changes to the original aims/objectives outlined in the project plan.

Among the main changes, there has been a greater emphasis on storage management and interoperability than suggested in the plan, with a particular theme being the development from ‘open storage’ to ‘smart storage’. The project has benefitted from the emergence of OAI-ORE in its work on interoperability.

Objectives from the plan:
· Preserv 2 aims to build and test a series of services to support the technical preservation requirements of IRs. These services will cover file format characterisation, plan generation and preservation actions such as migration or emulation.
· surveying IRs and other stakeholders, and subsequently advising on best practice to create a policy framework on which preservation risks can be assessed and planned and appropriate actions taken.
· Preserv 2 will investigate the interoperability of data

· Preserv 2 will report on the feasibility of providing a bitstream storage service
The project is on track to build and test a technical preservation service demonstrator, as described, to monitor, assess, and act where necessary on digital objects found to be at risk in terms of format obsolescence.
We believe we will be able to demonstrate a service that will get as far as recommending preservation actions, although it is unlikely that we will be able to implement these actions in this phase. For example, it may be possible, after characterisation and planning analysis, to recommend a migration approach for certain data. This might be implementable on a local basis but would not be sufficiently well developed to support a service-level test within the current project timeframe.
A major change during the project has been a greater emphasis on large-scale storage, because two partners in the project have access to Sun Honeycomb storage systems. For the first time this provided the project with real infrastructure to test and evaluate the proposed solutions.
Given this facility a major theme of the project has become the development of open storage, essentially storage approaches based on open source software, towards what the project has called ‘smart storage’, which involves the application of intelligent or knowledge-based services, such as those described for technical preservation, to open storage.

The ‘openness’ of storage approaches has become an issue with the recent announcement by Sun that it is to discontinue the Honeycomb product. The system will continue to be supported for five years, which means it remains viable within the project, but for longer-term planning and preservation, strategies clearly need to be reconsidered. Even before the announcement the project had been working with Sun on developing metadata management for the Honeycomb. It is hoped that Sun’s commitment to open source will allow this work to be taken forward with storage architectures that can accommodate many of the features of the Honeycomb. These might include so-called ‘cloud’ or ‘grid’ solutions, but more broadly with the emphasis on service-supported storage approaches.
The project has benefitted from the emergence of OAI-ORE as an interoperability standard, and has been one of the first and most innovative adopters, using ORE to enable movement of data between different types of repository (e.g. EPrints to Fedora), an important requirement in preservation storage.

The project has been working with the developer community to describe, and where possible to standardise, machine interfaces (or APIs) between the tools and services that are components of the preservation services envisaged. In this way we anticipate greater convergence between services.
The project intends to work with, rather than simply survey, selected test case repositories to identify their needs. That means working with repositories to evaluate the solutions developed. This change in strategy, to align with practical work, means this part of the project will be later than originally planned. In parallel we will be looking at the wider developments in repository policy, including the effects of open access mandate policies by research funders and institutions on preservation. 
The slightly modified aim of the project is thus to provide information and services that are deployable by repository preservation service providers, that is, to enable service providers to choose which services they might offer to deploy, and for repositories to select service providers and/or services.
List the targets set for this reporting period and explain if they have been met.

Given the extended length of the period being reported, and the fluidity of the reporting schedule, targets were not set specifically for this period, but see report on workpackages (section 15) for an update.
3. Overall Approach

Explain any changes to the overall approach outlined in the project plan.

The overall approach described in the plan is being followed, with some modification.

Three principal components to the overall approach were noted in the plan:

· Convergence of preservation services towards preservation action
· Building on the outputs of the first phase, notably PRONOM-ROAR format profiling service.
· Handling repository diversity

The building of preservation services is progressing and was described above in section 2.

There has been less emphasis on PRONOM-ROAR than planned. We've moved towards a model with a central registry (PRONOM) interacting with locally deployed tools (e.g. characterisation tools such as DROID, or migration tools). In the current Preserv 2 framework this can be accommodated by applying services to data harvested and stored in the Honeycomb. Within Preserv 2 we believe this will be a more effective way to evaluate the services being developed, although network based services remain an option for deployment, and it will be interesting to compare the two approaches to determine the most efficient place to run tools such as DROID.
One noticeable feature of the repository landscape is that repositories continue to diversify, covering elearning, escience and multimedia as well as research papers and associated objects. The local storage approach provides an opportunity, and a requirement, that we select repository test cases carefully, to investigate the effective handling of diverse media by the preservation services being constructed, although it is not clear to what extent we can involve more complex and less mainstream data types.
4. Project Outputs

Summarise progress during the reporting period and milestones/deliverables achieved.

The project outputs highlighted in the plan that fall into this period are reported below.

· Paper on Preserv2 characterisation services

· Report on Preserv2 preservation planning services 
Two preliminary reports outlining requirements have been circulated within the project team. 
· Fedora (repository) Event Module, generating preservation metadata for describing timed, scripted events and linking to affected repository objects
A scheduler based on the widely used Darwin Calendar server (used e.g. in Apple iCal) has been deployed at Oxford and Southampton to work with Fedora and EPrints repositories, respectively.
The Calendar server schedules preservation events, such as format characterisation, on repository content. To enable this to work with TNA’s DROID tool, a series of code interfaces (a DROID ‘wrapper’) have been written to:
- Enable DROID to receive instructions from the scheduler

- Harvest content from an open storage server using OAI-PMH

- Return a simple report of the event to the scheduler

- Send detailed results of the event to a specified Web server

An up-to-date illustration of this status of this demonstrator is available in the iPres presentation.
· Report assessing experiences with scripted services
This is to be written when we have run a test and evaluation process on the DROID-centred services described above.
· Implement and test a storage control layer for EPrints and Fedora
Storage controllers, enabling selectable storage services (‘cloud’, Honeycomb, etc.), have been built for EPrints and Fedora. The EPrints controller is being tested, and if successful will be included in the next version release (EPrints v3.2). An initial presentation on the storage controller was given at the Sun PASIG Spring 2008 meeting.

· Report on Repository Description Metadata, describing repository interfaces to facilitate automated repository-to-repository object transfers.
· Fedora harvesting and export tools with Web-based configuration.
This work is now focussed on OAI-ORE. An initial demonstrator won the CRIG prize at OR08. A paper describing the coding used in this work has been accepted for publication in the online journal Code4Lib in March 2009. A paper describing the principles of ORE and its application in Preserv 2, aimed at a wider and less technical audience, appears in the October 2008 issue of Ariadne.
· Enhanced PRONOM registry for characterisation and plan generation services, including technology watch and risk assessment, integrated with services provided through ROAR as appropriate
The ‘knowledge’ base of PRONOM is being enhanced to include information on preservation planning and risk assessment for selected formats. In the case of Preserv, those formats are likely to be those typically found in repositories, and perhaps some special cases to be determined. While work on enhancing PRONOM progresses, a PRONOM ‘stub’ code has been written for the project to emulate PRONOM capabilities and support internal project development and testing of tools and services that will interface with PRONOM. 
· Paper on Preserv2 preservation action services, including test and evaluation results. 
Because of the need to act on real content these services, such as format migration, are likely to be tested on case study (exemplar) repositories rather than embedded in existing services frameworks such as PRONOM and ROAR
· Paper examining options for bitstream preservation
This issue has been thrown into sharper relief with the recent announcement that Sun is to discontinue marketing of the Honeycomb storage server (although it will continue to be supported for five years). Both Oxford and Southampton have these machines in operational use, and the project has access to them (although they are not project-costed machines!). The project has done extensive work with Sun to improve the metadata handling capabilities of the Honeycomb to serve repository requirements. Sun is committed to open source software, and work is ongoing to identify how this can be carried forward. 
A wiki page (http://wiki.preserv.org.uk/index.php/Honeycomb_H2) has been created examining the options arising from the work, looking at storage architectures, systems and software.
· Updated survey of repository and research funder policies and repository format profiles
To be produced during the final phase of the project, following work in conjunction with the repository test cases.
5. Project Outcomes

Summarise achievement against objectives, list outcomes and findings to date, and any interim conclusions.

The project has used the new ORE framework to move material between different repositories, and worked on improvements to EPrints and Fedora softwares to allow direct interaction with open storage platforms. The work has been further developed at the JISC Common Repository Interfaces Group Roadshow in the USA. Practical support for repository managers has been delivered through the Repositories Support Project.

The project’s focus on developing preservation services for digital repositories has evolved to embrace interoperability, that is, easy movement of data, a key factor for preservation, between different repository types and large-scale storage servers. The work on ORE was not only one of the first real applications of the new standard, but could transform and free repositories from software-dependence and enable more service-oriented approaches.
Another prominent theme is the development of open storage and ‘smart’ storage approaches. Open storage uses open source software to manage storage, and in principle should be applicable across different storage systems. Smart storage applies knowledge-based services to enhance data management. This progression has been described at two international conferences recently, the DORSDL workshop at ECDL08 in Aarhus, and at iPres08 in London.
How do you see the project developing?  Has progress changed the project in any way, and are there implications for the programme?

While the project has been developing for interoperability, and creating interfaces between the services and tools it believes will form the basis of viable preservation services for repositories, it still has to run tests and quantify its performance for real repository cases. That is the vital next step.

The demonstrator will be improved by interfacing with PRONOM to provide additional risk assessment support.
The project has, ironically, focussed on its role as a project rather than a prospective service provider, and sees its role as making the case for other prospective service providers to deploy the services and tools it has developed and demonstrated.
What lessons have been learned that could be passed on to other projects or applied elsewhere?

We have learned by working with repository managers that services cannot make preservation simple enough. There is a desire among repository managers to engage with the issues, but this can be easily lost. Yet it is important to develop understanding in terms that are meaningful to repository teams and can be shown to impact their work, rather than in terms of the technical details of preservation. For example, policy and costs are important factors because preservation services will always begin with the business and administrative case. Repositories should present themselves in terms of organised and secure management of content for long-term access; preservation is for specialists.
6. Stakeholder Analysis

Summarise the project’s engagement with stakeholders including users.

Broadly, Preserv 2 has been much more visible than in the first phase, through presentations and papers at international conferences, webinars and workshops, aimed at the repository, digital library and preservation communities, with all partners contributing

http://preserv.eprints.org/?page=research
The project has engaged with repository managers through workshops at RSP events and support materials on its Web site: we have presented on preservation policy, preservation metadata, preservation formats and storage. The workshops have involved practical activities and feedback. We have learned there is a desire to engage with digital preservation, but repositories are looking for help and the information needed by repository managers has to be as simple as possible to enable them to act on the advice given and to evaluate and select the help they need.

The next steps are to work with selected test repositories both to evaluate the practical solutions built by the project, and to assess the responses of repositories.
Tentatively, we hope to have the chance to demonstrate the Preserv approach to some preservation service providers. Potentially we can envisage more preservation services, from different backgrounds, emerging to support repositories than was the case at the start of the project. As well established preservation institutions, preservation services might conceivably be offered by repository services, library services, e.g. OCLC, or ‘cloud’ storage services. Much will depend on the viability of the market for these services as much as the technology.
Through a wider survey of repository policy and the effects on preservation, we plan to contact repositories and research funders that have open access mandate policies.
7. Risk Analysis

Summarise any problems that have occurred and any mitigating actions taken.

The main problem confronted by the project has been staffing, the highest rated risk in the project plan. Delays in recruiting, in particular a developer at Southampton, slowed the project substantially until March. Since then, with a full team for the first time, the project has really taken off.
With regard to other risks identified in the plan, we don’t see any reason to change those analyses, but those risks have not impacted adversely on the project so far.

8. Standards

Note any changes in the standards to be used and the reasons.

There have been no changes to the standards used. There has been a particular emphasis on OAI-ORE, a new standard (October 2008), which has been a driver for some of the project’s most innovative work.
9. Technical Development

Note any changes in the development approach or technologies to be used and the reasons.

The best-practice, open source and open standards based approach referred to in the plan is being followed.

10. Intellectual Property Rights

Summarise progress clearing any third-party rights.

No IPR issues have arisen so far, and the project has not needed to clear any rights.

Project Resources

11. Project Partners

Explain any changes to the institutional project partners or subcontractors, and any impacts this has/will have on the project or schedule.

There have been no changes to the project partnership confirmed in the agreement.
What other institutions or organisations are you or do you plan to collaborate with?

There has been useful collaboration with the PLANETS project in the area of preservation planning. Two project partners (TNA, BL) are members of PLANETS, but other Preserv partners have been involved too.
Following their work with ORE, the project developers (Dave Tarrant, Ben O’Steen) joined the JISC
Common Repository Interfaces Group Roadshow in the USA (July ’08) http://crigshow.blogspot.com/.

Partners at Oxford and Southampton Universities have been working closely with Sun Microsystems to deploy Honeycomb storage systems. Partners have been prominent contributors to the Sun-sponsored Preservation and Archiving Special Interest Group (PASIG) meetings. Prior to the Spring ’08 meeting in San Francisco, Neil Jefferies, Dave Tarrant and Ben O’Steen spent a week working on open storage with Sun developers at its World HQ in California. Sun recently announced it is to stop marketing Honeycomb, although it will continue to support existing machines. Rather than curtailing this collaboration, this gives the work greater urgency and a new focus on developing and evaluating wider open storage strategies and architectures.
Through common membership with RSP we have been able to support the efforts of that project to raise awareness of preservation issues among repository staff, while we have learned how to engage more effectively with this constituency.
12. Project Management

Note any changes in project staff or their roles since the last report.  Briefly explain any problems or gaps with staffing and the effect this has had on the project schedule.

There were delays in recruiting at two project partners. Lynne Montague joined the Preserv team at TNA in October 2007, and Dave Tarrant became the project developer at Southampton in March 2008, bringing the project staffing to the full complement anticipated in the original proposal, for the first time since it began in July 2007. The lack of a key developer until this time led to an agreed proposal to extend the project completion date from December 2008 to end March 2009, with Dave acting in full-time rather than 0.5 FTE capacity to enable the rescheduled plan to be achieved.
One effect of these delays is that the project eventually chose not to set up an advisory group. Such a group should have been convened early in the project, but it seemed inappropriate to invite directions from such a group when the project was not set to respond to them, and then it seemed inappropriate to set up such a group apparently mid-project when their influence might seem to be limited. 

Otherwise project management is being carried out as described in the plan.

13. Programme Support

Summarise contact with/influence of the programme, e.g. with the programme manager, formal or informal links with other projects, or programme-related activities.

As shown by our collaborations, Preserv has benefited from the wider repositories programme, and not just the preservation subset. We have continue to have a good dialogue with the Sherpa-DP project, a similar project to Preserv, which now appear to have complementary approaches, in terms of services and service provider, respectively.
The programme manager, Neil Grindley, has always provided a good level of support and an understanding of the project, helping us to make progress, even when we had staffing problems.
What further support would you like from the programme, e.g. guidance, workshops, etc?

The preservation projects workshop held at Birkbeck College in June was well-timed and useful.
14. Budget

Use the budget template to report expenditure against and attach as Appendix A.  Explain the reasons for any significant overspend or underspend.

As mentioned in the grant statement above, money due to Oxford and TNA still has to be claimed and distributed. In the remaining budget, there is likely to be an overspend on salaries at Southampton through the combined effect of the project extension of three months to March ’09 and the recruitment of a 1.0 FTE rather than 0.5 FTE developer from March ‘08, although this might be recovered from underspend in other budget areas. Overall, spending is likely to be tight on budget.
Detailed Project Planning

15. Workpackages

Report progress against plan, noting key activities during the reporting period.  Explain why any targets haven’t been met.

List objectives for the next reporting period, note if any changes to plan are needed, and explain why.
Items highlighted in bold are to be completed in the next period.
WORKPACKAGE 1: Project management
· Project meetings have been held approximately quarterly (July 07, Nov. 07, May 08, Sept. 08).
· Individual meetings with partners were held during Feb./March 08 following new staff recruitment

· This is the first progress report to JISC. 
· Project Web site: was upgraded in April 08 to improve Google ranking, but still needs some further dedicated effort, notably on the front page to present a clearer route into the project’s emerging development work.
WORKPACKAGE 2: Market surveys
· A requirements document was presented at the last partners meeting. This will align the repository and funder surveys with development and testing of the project’s services and the application to selected test case repositories.
· A number of preservation workshops have been held at RSP events.
· Review changes in global repository landscape. There may be the chance to do this in conjunction with RSP. It is probably too broad for Preserv alone.
· Review changes in Preserv profiles (PRONOM-ROAR). The role of PRONOM-ROAR is less clear in this phase of the project and will be reviewed after the planned repository test cases
· Survey of repository policy and preservation actions. This was not formally published, but the paper is available from the project Web site.

WORKPACKAGE 3: Case study repositories

· Identify test case repositories: in progress
WORKPACKAGE 4: Characterisation services

· Characterisation requirements document delivered March 2008
· Characterisation test report. Largely completed - Testing complete, report writing underway (delayed slightly due to alignment with Planets testing, but not in critical path for other tasks). 
· PRONOM characterisation services developed and available (http://www.nationalarchives.gov.uk/pronom/characterisation.asmx). Characterisation interfaces defined and circulated to partners for repository integration. Requirements for new version of DROID completed - new version of DROID (v3), which includes initial collection profiling capabilities, is now available for integration. v4 is now under development (for Jan 09) and will extend these capabilities. New content priorities for PRONOM now need to be identified, based on analysis of partner repositories.
· Enhanced PRONOM registry and report due Jan/Feb 2009
WORKPACKAGE 5: Preservation planning services

· Preservation planning requirements document delivered July 2008
· Preservation planning service. In progress - PRONOM risk assessment service development completed - due to be made available early November 2008. Preservation planning interfaces defined and circulated to partners for repository integration. New content priorities for PRONOM now need to be identified, based on analysis of partner repositories.   
· Enhanced PRONOM registry and report on Preserv2 preservation planning services.
WORKPACKAGE 6a: Preservation action recommendation services
· Create Preserv 2 repository. Exists on Southampton Sun Honeycomb

· Interaction of preservation planning services with a repository. PRONOM ‘stub’ code created to emulate functionality in advance of development of PRONOM. DROID ‘wrapper’ APIs written; EPrints plugin written to interface with DROID wrapper. Integrate PRONOM service (stub or live) to gather format risk scores.
· Design recommendation services and outline interaction requirements. Requirements document circulated prior to last partners meeting. Construct risk profile policy example document (XML) and develop EPrints administration screen plugin to manage. Develop EPrints screen plugin to display format risks in traffic-light scale based on policy.
· Implement recommendation services using services and APIs. Module for EPrints, and report due Jan 09

WORKPACKAGE 6b: Repository interoperability and storage services
· OAI-ORE plugins for EPrints and Fedora: CRIG demonstrator at OR08
· Storage control layer for EPrints and Fedora. Implemented for EPrints. Deployed for Preserv 2 repository. 
· Storage layer to interact directly with preservation services and service providers. Deploy DROID on Honeycomb.
· bitstream preservation options, see below
WORKPACKAGE 7: Harvest/export data tool for Fedora repositories
· Metadata format for describing repositories and their interfaces in order to facilitate automated repository to repository object transfers. FEDORA Harvester, FEDORA Push. See ORE demonstrator. Report on harvest/export tool: papers to appear in Ariadne and Code4Lib.
· Paper examining options for bitstream replication preservation. 
WORKPACKAGE 8: Scripted (preservation) services
· Scripted Event Metadata. Architecture for Event Management in FEDORA. Scheduler implemented in smart storage approach described in iPres paper. Implemented on Darwin Calendar server used in popular iCal applications. Report on actual experiences.
WORKPACKAGE 9: Evaluation

· Evaluate overall framework of services produced by the project. Need to evaluate integration of smart ‘storage services’ and ‘seamless flow’ up to point of recommending preservation actions on test repository content
· Assess prospects for marketing of services. There is likely to be less direct emphasis on this than anticipated. The project does not see itself as a likely provider of services, but as a developer of services for deployment by service providers. More prospective preservation service providers are emerging, and the project needs to consider how it can synergise that process.
WORKPACKAGE 10: Dissemination

· Reports and publications, Conference, journal papers. Numerous publications and presentations, and ongoing. See section 18 Dissemination plan below
· Training, workshops, tutorials. Presented in conjunction with RSP.

· Project Web site. Needs further work to prepare for best presentation of project results
· Press releases. CRIG prize was announced widely. Other opportunities to be considered as they arise.
16. Evaluation Plan

Report progress against plan, and note any evaluation results during the reporting period.

The project has built and demonstrated many of the components that will make up the proposed preservation services, but has not tested and evaluated these formally as a whole. The factors to evaluate in the plan remain appropriate, but need to be rescheduled for the final phase of the project.

List objectives for the next reporting period, note if any changes to plan are needed, and explain why.

There are two main elements to be evaluated, the second of which combines a number of factors within the project’s smart storage approach:

· Web-based configuration for Fedora harvest/export

· Smart storage, comprises Characterisation services, Preservation plan generation services, Preservation action (recommendation) services and event module (scheduler), 
The evaluation procedures also depend on the identification of a suitable, agreed set of repository test cases.

Another factor that has emerged in the project work is open storage. Given the recent announcement discontinuing the Honeycomb is it unlikely this aspect can be evaluated, although the project hopes to continue to investigate open storage approaches going forward.

17. Quality Assurance Plan

Report progress against plan, describe the QA procedures put in place, and any QA results during the reporting period.

QA still has to be scheduled and performed as planned on the outputs identified. These are the same outputs as those to be evaluated above, and the QA plan needs to be implemented in conjunction with the evaluation plan.
List objectives for the next reporting period, note if any changes to plan are needed, and explain why.
18. Dissemination Plan

Report progress against plan, noting dissemination done, whether you feel it was successful, and any publicity the project received during the reporting period.

The project has been very active in dissemination, reaching its primary communities through presentations and papers in the UK and internationally http://preserv.eprints.org/?page=research
Compared with the plan, a particular focus has been storage and interoperability: the development of open storage and smart storage, and the development of storage controllers for repositories, have been presented. 
Tutorials, workshops and briefing papers have been provided for repository managers through working with the RSP.

The project was publicised for the CRIG award at OR08, and that work on ORE is being developed in papers accepted for publication and in preparation.
List objectives for the next reporting period, note if any changes to plan are needed, and explain why.

The project has a busy final period ahead in which it has to report the results of its testing and evaluation. A strong theme will be smart storage. As anticipated in the plan, this will include preservation characterisation, planning and action recommendation services, and scripted services. The repository survey, to be investigated alongside the test and evaluation, will also be reported in this period.
19. Exit/Sustainability Plan

Report progress against plan, noting any issues related to archiving, preservation, maintenance, supporting documentation, etc.

List objectives for the next reporting period, note if any changes to plan are needed, and explain why.

From the plan:

· Bitstream preservation service: following events at Sun, this is less likely to be a service. Progress towards viable and sustainable open storage architectures to be recorded in the H2 wiki.
· Characterisation services and preservation plan generation services: new features are less likely to be integrated in ROAR. Preserv versions of PRONOM-DROID to be considered by TNA.
· Fedora harvesting and export tools. ORE approaches to be documented. 
· Fedora Event Module. Also implemented for EPrints. This is based on widely available open source components, and this application should be documented to allow adoption by others.
Other code outputs to be sustained include:

· Storage controllers. EPrints controller expected to be available in EPrints v3.2

DROID wrapper and other APIs. Available from Google Code (http://preserv2.googlecode.com). To be documented for use by others.
· PRONOM stub code. Available from Google Code. This is interim code and may not be useful beyond this project
Appendices

Appendix A.  Project Budget

Presented separately.
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