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FREMA  -  AN E-FRAMEWORK REFERENCE MODEL FOR ASSESSMENT
1 Summary

The FREMA Project ran for nearly two years, involved a large number of people, and has produced a complex set of outputs. This document reports on the history and evolution of the project, and how the outputs fit into this story (the outputs are highlighted in bold). It then presents each of the outputs in detail in individual sections.

FREMA was funded as an eighteen month project to produce a Service Oriented Reference Model for the Assessment Domain, in particular the objective was to produce some sort of conceptualisation of services working within the domain that could help guide other projects producing services for the emerging JISC e-Learning Framework (since renamed the e-Framework). Several reference model projects were funded, and the shape of the conceptualisation was left intentionally ambiguous by JISC, in the hope that a more concrete notion would emerge as the projects progressed.

The FREMA team took the view that the necessary shape of a reference model would change according to the nature of the domain being modelled. Assessment can be characterised as a brown field site, in that it is very broad, with a lot of previous activity, but cannot really be considered mature. As a result we felt that a Reference Model for Assessment should attempt to capture the efforts within the domain, extrapolate important common use cases, and show how to build abstract service designs on those use cases.  We called the resulting pyramid structure (implementations on designs on use cases on domain resources) a Community Reference Model, as the intention is to provide a growing community resource, with a proper audit trail of decision making, that can be extended as the community sees fit (for example, by extrapolating new use cases, or building service implementations of designs already in the reference model). The important point was that FREMA needed to deliver the whole pyramid, not just a slice (such as a layer of design).
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Figure 1 Community Reference Model Layers

To deliver such a complex model would require a dynamic information resource rather than a static document, so we opted to build FREMA as a heavily interlinked web site, where a user could see the connections between the different layers (for example, which projects and standards contributed to which use case. We modelled the information in a knowledge base and delivered it as a dynamic ontological web site. Our ontology was built for the Assessment domain, but may well be of use to other domains, as it contains common concepts such as People, Organisations and Standards.

We populated the Knowledge Base through a prolonged paper and person based activity. On paper we surveyed previous JISC projects in the domain, and other significant projects such as SAKAI. In person we visited a number of UK sites in order to prioritise our activity and begin to extrapolate use cases. Once populated the knowledge base allowed us to use automatic tools to build a gap analysis (by looking at the holes between use cases and service designs).

Although the ontology was a powerful modelling tool, it was not the most natural way for users to explore the resources within the reference model as they had to know what sort of resource they wanted to find before they began. We developed a concept map tool, which overlaid a concept map on the resources and allowed users to explore more naturally. The concept maps themselves were created in a series of workshops and validated by the Assessment SIG, we created two maps to cover different views of the Assessment domain: a concept map of entities, and a concept map of processes. An interesting side effect of using concept maps, was that it became simple to create a topology of effort for the Assessment domain, by mapping resources such as projects and standards to concepts, this tool enables people to see where most activity has occurred within the domain.

Once we had identified and gathered examples of the most important use cases in the domain (we identified three in particular: End-to-end Summative and Peer Assessment, and External Examination) we were able to work on establishing canonical formal versions. In particular we focused on Summative End-to-End as it was the best represented in terms of technology (such as Item Banks, and the QTI standard). 

The jump from a formal use case to a service design is not well understood, even by the Service-Oriented Computing Community, so we took an agile software engineering approach to service design, and borrowed Class Responsibility and Collaboration Cards from the Object Oriented world. By factoring use cases into Service Responsibility and Collaboration Cards (SRCs) and refactoring as necessary we were able to create a set of abstract services for Summative End-to-End Assessment. We used UML interaction diagrams, Web Service Interaction diagrams (WS-Is), to show how they could work together.

At the top of the pyramid we wanted to create a number of example service implementations, since there are many Item Banks in existence we decided to work on wrapping a number of them with Services from the End-to-End design. There were a number of ways in which the existing tools could be wrapped, and we explore these and formally recorded them as Service Patterns within the Reference Model knowledge base. Once this was done we had service implementations, designs, use cases and interaction diagrams in the knowledge base, we summarised these as a single Service Usage Model (SUM) for End-to-end Summative Assessment.

Although the initial project had now ended, we received extra funds to continue the work, and in particular to hand the Reference Model over to the community so that our view of it as an evolving resource could become a reality.

Although we continued to add to the layers of the reference model, the most important change was to consider how the community could add to it, and edit what was already inside it. We looked at the possibility of adding editing functionality to our existing web system, but realised that a full move to a Wiki type environment was a realistic alternative. This is because the knowledge base models typed links between resources, and a new generation of Semantic Wikis was capable of supporting typed links. We investigated a number of Semantic Wiki implementations and found that the Semantic Media Wiki (SMW) open source project was the most robust and the fitted our requirements most closely.

We ported the existing knowledge base into an instance of SMW – the FREMA Semantic Wiki – each resource in the database became a new Wiki page, and the ontological connections became typed Wiki links. To recreate the full FREMA functionality we also had to rewrite some of our tools as SMW extensions and scripts. 

Once we had completed this process (which was not a perfect mapping) we had a Wiki based system that was capable of modelling the assessment domain, and the development of services and SUMs within it. As it was Wiki-based users were free to add to any layer of the reference model they wanted, and to develop new use cases, services designs and implementations as appropriate. Although we are still hosting the FREMA SMW site, we are currently in the process of handing control of it to the Assessment SIG to maintain and promote its use in the UK community.

The following sections detail each of the separate outputs of the project:

· Section 2: The Community Reference Model Approach

· Section 3: FREMA Community Reference Model Implementation
· Version 1 using an Ontological database (KB)

· Version 2 developed as a semantic wiki with authoring, discussion and moderation tools for full community ownership

· Section 4: Concept maps and Concept Map Tool

· Topology of the Assessment Domain

· Section 5: Agile Service Development Methodology (SRI-DM)

· SRCs for Service Definition

· WS-Is for Service Interoperability

· Section 6: Full Overview of the SUM for End to End Summative Assessment

· Use Cases, Service Expressions (SRCs) and Example workflow (WS-Is) 

· Section 7: Introduction to other SUMs within FREMA 

· Peer Assessment and External Examiner

· Section 8: Design Patterns for Service Interoperability

· Section 9: Evaluations and Reviews of FREMA

2 Community Reference Model CRM
Community Reference Models are community-driven devices for understanding how services fit together to provide functionality for a particular domain. At the simplest level this could be a static description of a set of services (service profiles) and a common understanding of how they fit together [Wilson et al.,2004].  A more sophisticated view is that a reference model should not only describe a core set of services, but also should present a full audit trail of how those services were derived, which of them have been implemented, what standards they use, and how they fit into use cases. 

To enable this more sophisticated view we have conceptualised a Service Oriented Reference Model as a number of layers (shown in Figure 1) where each layer is smaller in scope but more concrete than the one below it. It is imagined that as a community uses and further develops a Reference Model its higher layers will cover more and more of the lower.
The Domain Definition is an overview of the domain that the reference model covers, it contains details on existing domain resources (such as standards, people and projects) and also the ontological relationships between them.  Identifying Common Usage Patterns is the process of scoping the domain into key activities. These can then be described with use cases (formalising the usage patterns). The use cases can then be used to undertake a Gap Analysis, a mapping of use cases to service descriptions and software. This shows how the key activities of the domain are currently supported with software and services. The Service Profile layer contains the descriptions of those services identified in the gap analysis (both formal, e.g. in WSDL, and informal, e.g. written description). Finally the most concrete layer is an actual reference implementation of the service profiles, although not all services will necessarily be implemented. 
This multilayered approach means that the reference model can be used in a variety of ways: 

· Domain Definition: This might be used to develop a context for ones own work. To understand how existing work fits together, identify standards and locate experts. 

· Use Cases: These can be used to help understand usage patterns within the domain and help developers create new Service Profiles and thus Services. 

· Service Profiles: Developers that wish to build new services that work within the domain framework will need to use the service profiles to ensure interoperability. They might also wish to create alternative versions of existing services, either to improve on the existing implementations, or for commercial reasons. 

· Reference Implementation: Finally the actual software implementations are available to those developers that wish to build on some, or all, of the developed services
CRM Use Cases

We used an agile modelling technique known as ‘Personas’ [Cooper and Reimann, 2003] in order to investigate the requirements of different members of the assessment community. To place personas in a modelling context: if actors and use cases may be considered as abstract classes, then personas and scenarios may be considered instances of those classes where an actor is characterized in detail.  This indicated that members of the community of Interest have widely different needs and levels of technical expertise and showed the range of the spectrum of interaction. [Millard, Howard et al 2005] Access to resources within the Reference Model should therefore be at different levels of abstraction to match the different characteristics of interest identified.

We can generalize the scenarios and personas to three different Reference Model use cases: Domain Web Service Developers, Early Adopters, and Institutional Resource Managers. These are shown together in Figure 2
Domain Web Service Developers are actors with the domain that are in the business of creating working software services for a particular framework. They are interested in using the framework to place their own work in the context of the domain (for example, to learn domain vocabulary, and to discover where effort in the domain has been spent), in existing software and standards, and also in domain use cases and service profiles (abstract descriptions of services) that might be related to them. 
Early Adopters are the primary actors within the domain that will want to use emerging technology from the service framework. They are interested in orientating themselves within the domain and also in retrieving software that may help them in their own work.

Institutional Resource Managers are actors within the domain who are in charge of institutional policies and direction. They will want to use the CRM to ensure that their institution is using relevant standards in its business processes.
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These actors are interested in different technical layers of the reference model. But these layers must be related in order to help the actors orientate themselves and to create a vertical audit trail of decision making throughout the model.
Links: http://www.frema.ecs.soton.ac.uk/
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FREMA Community Reference Model
The original prototype runtime of the FREMA Reference Model was built upon an ontological database that described all the resources in the model and the relationships between them as shown in Figure 3.
An ontology is simply the collection of classes and relations that are permissible for any given domain (it is called an ontology since it restricts and defines which parts of the world may be understood by entities conforming to it). The advantage of ontological modelling over database schemas is that it enforces a finely grained, and thus flexible and extensible, set of relationships. (It also means that the resources in the Reference Model could be described on the Semantic Web, and that would enable interoperability between different Reference Models, and reasoning about the described resources.)
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Figure 3: FREMA Reference Model Web Site
Gap analysis and smart searches
One of the main benefits of a dynamic Reference Model is that it is possible to run a Gap Analysis at any moment in time that compares the Use Cases in the model with the Service Profiles and Software so that we can see what core activities of the domain are currently supported. 
As an example, running a gap analysis might produce the following table :
	Use Case:
	Service Profile:
	Software:

	Check for Plagiarism
	Plagiarism DB Check
	N/A

	Check for Plagiarism
	Plagiarism Analysis
	EssayCompare

	Report Breach of Rules
	N/A
	N/A


Figure 4: Gap Analysis Results

This would tell us that for the 'Check for Plagiarism' Use Case we have two relevant Services, one of which has software that implements it, but for the 'Report Breach of Rules' Use Case there is no defined service. 
The Gap Analysis therefore helps us discover which of our domain core activities are currently represented by services and supported by software, helping to direct future development efforts
Smart Searches are available to allow users to construct their own queries to the FREMA database. They can add or remove terms & search by content, object types, or links to other entities in the database. Once created, these queries can then be stored and accessed by users in the future.

FREMA2: Converting the  FREMA knowledge base into a Semantic wiki

FREMA was never intended to be a static resource and we wanted the Assessment Community to be able to use the KnowledgeBase (KB) to record their own projects, services and potentially new reference models. We wanted the community to be able to take control of the collaborative process of defining the service oriented framework; in order to support this requirement discussion facilities, control of administration, membership, inline help and tutorials were essential. We had a choice, either we developed an authoring interface to the KB that allowed users to author or alter certain aspects (such as adding new instances of classes and relationships) or we converted the whole site into a Semantic Wiki, that allowed users not only to author new instances, but also to create new classes and relationships as they saw fit.  http://frema.ecs.soton.ac.uk/wiki
We chose the latter approach, as we believed that it would be most likely to guarantee that the FREMA website remained fit-for-purpose as the domain evolved. We also felt confident that because the Wiki would be seeded using the information from the KB that it would start of with an appropriate structure, which could be maintained and evolved by a user community. 
Converting a Website based on a Knowledge Base (built with the traditional KB or Semantic Web approach) into a Semantic Wiki involved not only converting the set of instances, annotations and relationships into Wiki pages and links, but also dealing with the loss of a controlling ontology, and the fact that new relationships, attributes and classes might be added ad-hoc by users in the future. The conversion was not a trivial task because the website must be both collaborative edited (because it is a community resource) and also semantically rich (because the community query the semantics to help analyse the state of the domain). It is a large complex tool with real users and real requirements. 

Rather than construct our own Semantic Wiki system we wanted to leverage an existing system that had typed links, nodes, and first-class types. However, the system needed to be sufficiently uncomplicated so as not to require expertise in knowledge engineering to use. 

For the FREMA system we have a requirement that the system must be accessible for non-specialist users, which implies systems that support inline annotation authoring. We do have a pre-determined ontology, but our requirement is that this should evolve and be extended by the community, and so we also require an instance first approach to ontologies. We also have a number of analysis tools that require inline queries to embed dynamic information in the Wiki pages.  

We carried out a structured analysis of the semantic wikis currently available  and in the end we chose Semantic Media Wiki (SMW) as it is relatively mature (as it is based on MediaWiki), has a large user base, offers a number of Wiki features (such as image and user management) and fits our key criteria. It is also extensible, which allowed us to add some of the other FREMA KB tools.

Forms vs. Freeform Authoring

The FREMA KB was controlled by an ontology, however that ontology was not explicitly modelled in the system (it exists in our design documentation). In the KB the ontology manifested itself in the forms used to author pages, which restricted the classes of resource that could be created, and the relationships that could be authored between them.

In SMW there is also no formal ontology, but the ontology manifests itself not in authoring restrictions, but in the existing pages and relations. Restricting the semantics that are allowed ensures that a well structured semantic graph will result, but SMW allows any relations and attributes to be authored, which introduces a danger that no consistent semantic graph will emerge. Because we are converting an existing KB we are in a good position, as we already have a well-formed semantic graph. In Wikis that use introspection of the existing graph to suggest link targets and types, the structure would be reinforced by new links, as users would be prompted to reuse the existing relations. 

However SMW does not prompt users in this way. We therefore extended SMW to provide this functionality. In our version the user selects ‘Assign Relations’ rather than ‘Save’ on the edit page, this causes the Wiki to examine its semantic graph and make suggestions for each link type based to the type of the resources at each end of the link, and the frequency of link types in the graph. Whilst our tool prompts users to add semantic annotations, it does not guarantee consistency until the resource is actually created. 

Analysis Tools vs. Generic Queries

The FREMA KB-driven website included a number of tools that analysed the KB in order to communicate to users some view of the domain being modelled. In particular there were three tools:

· Information Bars (on lists we displayed a small bar which showed users how much information lay behind that link)

· Gap Analysis (for Use Case Diagrams, we displayed a table showing which services could be used to provide this use case, and which of those services had working implementations)

· Domain Topology (this showed a mapping of one resource type against another, in order to show patterns across the domain. For example, by enumerating software against standards it is possible to see which standards are popular, by enumerating projects against concepts it is possible to show where interest/funding lies within the domain)

In the Semantic Wiki we had to replace these tools using the generic query mechanism of the Wiki. There were two factors which affected our ability to do this: the ability to count relations (needed for Information Bars, and Topology Tools), and the ability to perform complex join queries (needed for the Gap Analysis).  This displays the same information, but does not map the service implementations through to the use cases themselves.

Concept Maps

An important part of the FREMA KB was the use of concept maps to provide an overview of the domain [Millard, Howard et al 2005] The idea was that a user who knows what they were looking for could either search, or use the lists (organized by class) to find resources, while a user who was unsure of the area could browse using the concept maps, and serendipitously find resources that were related to their topic of interest. Via a community consultation process we produced a map of entity types that are considered important within the domain, and another concept map of the common processes. Every resource in the reference model is associated with at least one concept from each map. We then built a flash front end that displayed both maps, and linked through to the KB resources.

In the FREMA KB the concept maps were static, and we were able to embed their layout in the flash file itself, however in the Semantic Wiki the concepts become pages along with every other resource, and as a result the concepts, and the structure of the concept maps, are now subject to change.

To overcome this we rewrote the concept maps to initalise themselves based on RDF exported from the Semantic Wiki.

Modifications and Implementation

Converting the FREMA KB into a Semantic Wiki was not the trivial process that we hoped for, even after carefully choosing a more mature Semantic Wiki. However, by sacrificing some of the functionality of the original site, and writing limited SMW extensions, it was possible to replicate most of the original website (and we gained all the advantages of using a Wiki: open editing, administration, discussion, file and image management, etc). 

We have extended the Wiki to support our users, who are not specialist knowledge engineers, in particular by implementing introspection of the semantic graph in order to suggest relation and class types on the editing pages. To support authors we had to be creative with the Wiki functionality, this including writing complex Wiki queries to replicate tools such as the Gap Analysis, and also creating templates for each class that automatically created attributes and common relations, including relations that tie each resource to the concept graph. We also placed creation templates (macros) on each of the class pages to help new users to create new pages by simply clicking a ‘Create New X’ button. 

Figure 5 shows a list of resources in the FREMA SMW, Figure 6 shows the concept maps displaying information exported from the Wiki, and Figure 7shows a resource page. These screenshots correspond to equivalent pages in the original KB website, which is shown in Figure 3 for comparison. 
Converting our Knowledge Base into a Semantic Wiki has allowed us to open up not only the descriptions of resources, but also the whole structure of the KB. If the structural decisions about how to model the Assessment domain taken by the FREMA team turn out to be inappropriate in practice, then the community has the power to change or extend it.
However, we have had a number of difficulties. Some of these have been because of limitations in SMW, and many of these we have been able to overcome by using extensions. But some are due to the inherent differences between the Wiki approach and the way in which the Semantic Web (and KBs) typically function.
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Figure 6  FREMA Semantic Wiki Concept Map Tool
A final observation of our conversion process is that the FREMA Semantic Wiki greatly benefits from being bootstrapped by a KB. The presence of an ontology in the design process means that there is an initial ontology implicitly defined in the Wiki that can be extended by a community. Crucially the bootstrapping process means that introspection tools that make recommendations about link types based on existing instances can be very effective, and we would expect this to curtail the time usually taken for a community to settle on a vocabulary for their annotations
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Figure 7 FREMA Semantic Wiki Resource Page

Links: 
http://www.frema.ecs.soton.ac.uk/

http://www.frema.ecs.soton.ac.uk/wiki 
4 Concept mapping for resource discovery and navigation
For the FREMA Assessment Reference Model we wanted to use a structure for the domain that could be used by human users of the model to orientate themselves and navigate around the resources. While the underlying resource types are modelled using an ontology we didn’t want to expose users to this complexity, we also wanted to avoid the rigidity of a taxonomy. So we chose to create concept maps that described the domain in familiar terms, but which were not explicitly typed or restricted. Every resource in the reference model is associated with at least one concept.
In FREMA, the Community Reference Model is delivered as a semantic wiki (following the prototype version which was delivered as an ontologically modelled database) [Millard, Howard et al 2005] To aid users in exploration and navigation we have added a visual concept map tool that links concepts to resources in the wiki. Users can explore the concept maps and then simply click to drill down to the projects, software and standards linked to any given concept These concept maps also help to give an overview of the domain, not only in terms of how the domain is conceptually constructed, but also because a count of the number of relationships behind each concept provides a simple map of the development effort within the domain.  The first level of each concept map is shown in Figure 8
Put into context with the gap analysis tools, in effect the maps present a conceptual landscape of the domain and the analysis show the contours of community effort [Millard, Bailey et al 2006]. 
The FREMA Noun Map of the Assessment Domain shows all the resource types that seem to be relevant to e-learning assessment according to the members of the e-learning community. [ref to frema paper]  The Noun Map draws heavily from the Ultimate Assessment Engine in that it contains stakeholders and roles [Sclater and Howie, 2003], however because it does not show workflow it does not connect these, or associate them with the types of resources they manipulate. The Noun Map is intended to allow users who deal with specific types of resources to find those resources in the map and discover what other resource types might be relevant.
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Figure 8: Concept Map Interfaces, Entities (Nouns) and Processes (Verbs)
The FREMA Verb Map of the Assessment Domain shows all the activities that seem to be important in e-learning assessment according to the members of the e-learning community.  The verb map shows what people do, but it does not group these activities according to any stakeholders, or relate them to any notion of resource types. There is an implicit clockwise order that follows a common view of how assessments are constructed and executed. The Verb Map is intended to allow people who are interested in a particular activity to find that process, and thus the resources underneath, and also find what other processes are related. 

Links:
Mapping the e-Learning Assessment Domain: Concept Maps for Orientation and Navigation
The e-Learning Assessment Landscape
http://www.frema.ecs.soton.ac.uk/wiki 
5 Agile Service Development Methodology, SRI-DM
In the absence of existing well supported or suitable service design methodologies, FREMA also needed to develop a methodology for describing services and their interactions for the Reference Model.  We based our methodology on the following principles:

· Demonstrating a clear route from Use Cases to Service implementations; 

· Adopting agile software engineering practices to produce the simplest model that is useful;

· relying on close relationships with domain experts; in this case the domain experts are drawn from a wide community and there is no single authority;

· re-factoring during design to achieve the simplest service architecture with the quality attributes of cohesion and loose coupling; 

· Using UML 2.0 as the modelling method where possible, to enable understandability and promote links to case tools;

· Using abstract descriptions that promote a loose coupling of components that is appropriate for service-oriented architectures.

· Using appropriate levels of abstraction, i.e. working at an abstract level that is non-prescriptive at the implementation level; 

· Separating the definition of an atomic service from the description of how that service collaborates with others to fulfil a larger scenario.

These principles mean that Service Profiles within FREMA are not concrete interfaces and so cannot be described using interface definition languages (such as WSDL). Instead, they set the granularity of the model, and describe in a semi-formal way the role of each service, and the potential way in which they might rely on one another. The description is also atomic; any connection with other services is described in terms of how that connection might help the service fulfil its own role. This is different from describing how a set of services might be used together for some purpose that is greater than any individual service. This requires a different kind of specification, with a separate narrative that defines the greater purpose, and a more detailed formal description of how a set of services co-operate to fulfil that purpose.

Service Resource Cards (SRCs) and WS-I

Our SRCs are based on an agile technique called Class Responsibilities Collaborations (CRCs) first described by Beck and Cunningham (1989). CRCs were used in modelling classes as a means of producing a class design with loose coupling but high cohesion. An SRC models the capability of a service to realize a specific use case. The aim of the cards is to help articulate a design, to guide refinement of that design through re-factoring, to model for understandability, and to model at an appropriate granularity. The SRCs do not show how services may be combined in a wider scenario, but do model possible collaborations with other services that might occur for this service to fulfil its own specific use case.
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The process of deriving a set of services for a given scenario is called Service Factoring. In FREMA the process begins with the Domain Definition from which a number of scenarios are derived. These are formalized as Use Case Diagrams, and each Use Case becomes the starting point for Service Factoring which is captured in a Service Resource Card (SRC). 
Figure 9: Service Responsibility and Collaboration card
An SRC card is a small card (we use A5 address cards) arranged to show, at the top of the card,  the name of the service and the use case or scenario that the SRC originates from; down the left hand side of the card we list the responsibilities of the service (what is it for, what does it do, what can it provide to other components?), and on the right hand side we list services which collaborate to fulfil the responsibilities listed on the left hand side, as shown in Figure 9.

The guidance for CRC design is that a class should not have more than 3-4 responsibilities, in the belief that too many responsibilities corresponds to low cohesion in a class, which is a measure of a poor quality of design. If too many responsibilities are identified, it may be either that they can be described more concisely, or that the services should be divided (changing the granularity of the current factoring).

Similarly, too many collaborations would indicate a highly coupled design, and high coupling is a measure of poor quality. For this reason collaborations should be suggested sparingly. 

Web Service Interaction Diagrams (WS-Is)

At the scenario level, services represented by SRCs must interact with each other to fulfil a wider purpose. These interactions are complex and include transactions, sequences and state. We looked at a number of UML2.0 diagrams for representing a dynamic model, including state transition and activity diagrams. We decided that if the scenario modelling was to maintain the high level of abstraction necessary for agile development, then it would be inappropriate to declare a detailed data model, or to specify the logic of the communicating services. In the end we used Sequence Diagrams to represent the interactions, that show which services should communicate and in which order, and contain enough description to show how the individual services are responsible for moving and processing data, without having to specify the detail of the data model or the decision-making logic. The resulting Web Service Interaction diagrams (WS-Is) shown in Figure 10, describe one way in which a set of Services could interact to fulfil a scenario; often the order of interactions is flexible (parallel interacting services are inherently asynchronous) but the WS-Is demonstrate that there is at least one order which will satisfy a scenario.

6 End to end Summative Service Usage model developed with SRI-DM 
FREMA has drawn a number of scenarios from its Domain Definition. The use cases were developed by eliciting practice from a number of members in the e-assessment community in the UK, such CETIS (Centre For Educational Technology Interoperability Standards), Qualification Agencies (SQA, Edexel) and Higher Education institutions (University of Hull, UK; Spark University of Technology Sydney, Australia; University of Loughborough, UK; University of Southampton, UK; Kingston University, UK). 
The Use Case that is most commonly viewed as central to e-assessment concerns a lecturer or teacher who can set summative assessments on-line, so that they can be taken remotely, or in a classroom, at a either a scheduled or flexible timeframe. These assessments are then marked (automatically or manually) and marks and subsequent grades are generated and stored digitally. We call this the End-to-end Summative Assessment Scenario.  Figure 10 shows the Use Case for this scenario, modelled in UML 2.0. Broadly speaking it has three parts: The first models the authoring of the assignment (and potentially of the items within the assignment). The second represents the run-time system, including the assessment event itself. The last part models the post-assessment process of marking and grading. There is no clear distinction between the parts. For example, scheduling is part of authoring and the run-time, and feedback is part of the run-time and the marking/grading. 
End to end Summative SRC’s
Figure 14 shows the final set of SRCs that we derived after several iterations of our factoring and re-factoring process. The core services that we believe are needed to support this activity are shown within the large Summative End-to-end (FREMA) bubble, with services that may be used via collaborations around the outside. The core services are divided into the three parts identified within the use case earlier (authoring, run-time, and post-assessment), although this is purely to add clarity to the diagram and has no engineering consequences.

In our re-factoring process we identified a number of core services that seemed to be involved in many collaborations, these were Notify, Track and Metadata Tagger, these are shown in a separate layer at the bottom of the bubble. These services are still a core part of the summative scenario, which is why they have been detailed here, however they may also be useful in other scenarios. The other collaborations that lie around the outside of the main bubble seemed less important, but may well be core services for another scenario. We have tried to group these into likely areas, such as Grading and Previewing, but again this grouping is purely to add clarity

FREMA is not the only reference model; other models exist that describe how services fulfill scenarios to do with other domains (e.g. curriculum details or course validation). Some of the services identified as collaborators here might belong in these models; we have made some suggestions in the diagram as to where they may belong. Others might be common services that appear in several reference models (such as Authenticate), or a domain that is used by many other reference models (such as Repositories). The SRCs give an impression of the granularity of services within the scenario and describe the individual capabilities of each; they are designed to promote reuse and understanding of the design, while retaining flexibility in the implementation.
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Figure 10: End to end summative Assessment reference scenario
FREMA is not the only reference model; other models exist in the e-framework that describe how services fulfil scenarios to do with other domains (e.g. curriculum details or course validation). Some of the services identified as collaborators here might belong in these models; we have made some suggestions in the diagram as to where they may belong. Others might be common services that appear in several reference models (such as Authenticate), or a domain that is used by many other reference models (such as Repositories). The SRCs give an impression of the granularity of services within the scenario and describe the individual capabilities of each; they are designed to promote reuse and understanding of the design, while retaining flexibility in the implementation.

To describe how this set of SRCs interacts to fulfil the scenario we use a Web Service Interaction Diagram (WS-I) as described earlier. The WS-I for Summative End-to-end Assessment is rather large, and so we shown it in three parts.  [image: image9.jpg]|
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Figure 11shows the WS-I for the first part of the scenario, authoring. The WS-I describes how the core services interact so no collaborations are shown; this is because at this level the services do not need to know how other services are implemented, merely that they fulfil their responsibilities. The WS-I effectively shows which services interact, and in what order, in order to make the scenario happen. State is not shown, because that is an implementation detail, and the data passed around is described verbally, but not formally, for the same reason. Figure 12 shows the WS-I for the run-time environment, and Figure 13 shows the post-assessment marking and grading. On the full WS-I diagram for the scenario, these are interwoven as Feedback is generated by the post-assessment services, but delivered by the run-time services. 
The FREMA SRCs and WS-I diagrams are not intended to provide a complete description of interacting services; it is a reference model, and not an interface description or detailed process model. However, we would expect systems builders to be able to use the reference model to describe their particular implementations and to aid the construction of interoperable interfaces. Developers can use the SRCs to decide what responsibilities their service implementations will take, and the WS-Is to see what consequences this will mean for interfaces to other services.

[image: image10.jpg]|
|

lem Regosiory

L A=

Top Package: Valdator  Top Package: Author T

create new em

-

Create metadata orfer

tem matadata

Preview tem

Rondered tom

Confim tem OK.
storo i

. status=Unvaidated

7
1
I
I
I
I
I
I
I
I
I
I
I
I
I
I
1
I
1
1
1
'
I
I
I
1
I

Sgnon

Authenticate and Autharise validator

authenticated and autorised OK

Roquest s to Valdato

requestunvaldated ftems i aq

Istof unvaldated toms for valdator [

Iprowtoms forvadton

Gonfim tem OK

Change tom status to valdated :

7 {
| {
i Createnew Assessment H
i o H
! | comenow Asessment i
! Retrieve tems from ltem repository |
! st of ems of matching searchcrtera T
! Selecttems for assessment i i 1
i > H H
i Provew assessment | |
! et asessment matadata
i £ :
! [
1 | +
i i H
i : i
' H 3
i : {
i ! i Provew Assessment
! { provn Assossmont
i T ;
‘l | Rendered Assessment.
| Confim Assassmant OK
i ' '
1 H b
i : | Assossment eposiory
| H 1
i ; b
| Stoe Assessment, salus = unvaidated | I
| n H
i ] ]
I = = i I Authorise and Authenticate
Signon H i
authntiats s authorse vadator
Valtor ahnticated andauhorsed OK
Requestassessments 0 valdate F

Reaquest unvalicated assessments for valdator

Confim Assessment OK.

3Change Assessment stalus o valdated




Figure 11: End to End Summative  WS-I, 1 of 3
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Figure 12: End to End Summative  WS-I, 2 of 3
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Figure 13: End to End Summative  WS-I, 3 of 3
[image: image19.jpg]Kioysods; Kioysods; ejepe)e) ezuoyny pue
yisoday AT R nsoday 1epElaN ouINy pi
ejepejojy JUBWISSasSY ajepijep ajeonuayIny
saLo)isodey S92IAIeS UOWWOD
(epesb ‘ajesapow ¥0eqpaa ] JUSWSSassy
“JBW ‘BInpayes 10 {siuedioed} Ao -
ejepeloly elepien - ‘uBisse) sjusn3 8INPaydS JuBLISSBSSY
soday elepele - ajeai) - Juswssassy pioosy Jo {suedioed) Ao -
suoeIoge||0) 1suodsay suopeiogeloy | sepaisuodsay suoneIoge||0n uodsoy
CLIVNELS JabBe] ejepejay yoeay A3noN

[04ul Juspmig

SIopon e F—
Souaijey Jouo opRiauag - SWe PRIEIEPON Sonies 1oBBeL awooino
sishleuy suew SyIBN 8101 - ooy - s somnal HoHooS) BIEPEIO - | UONEOUBA PIOOBY -
dnou wuspnig - | sjuepms UBIssY -
oID/@iepIpUED ozuouiny “oeapasd ! fuoysodey | Aufeno jeaibobepad
2jelaus9 - pue ajeonuaYINY - onaey - suodsey JuBWSSesSY - oeplleA -
Swep si0is - sisjeuy MoIA - szuouny pue | sseusjelduwo) pue
szuouiny pue alyoid e suopeioqeiog | semmaysuodsay | | uBissy Sy | e s
SleonUAYINY - | JUBLISSISSY MOIA - |
¥oeqpasd maIA e — suopesoqe|jo) | saniqisuodsay
suoneloqeliog |  senyqisuodsey | SHOREIFEN0D.
jJuswISSeSSY ojepileA
w9y malaaid juswissassy sjelapoly ejeq abesn piosey - HOY0D 0} | JUBWSSASSY O}
Suepnig UBISSY - | S1UBPMS UBISSY -
JUSWISSISSY —:mm“hm”_wow:w”‘m“u, | Juspnig ublissy Juspnig ubissy (ereperow
Mmalnalg sweyog B suopeloqe|jo) | sengisuodsay ‘Spjoy way)
I JoeaL - | Bupioooy siepipue)
Syep 0} Buipioooy enpauRS - 0) Sway| ueseld - ejepelapy ajepien | ssauaaidwio) pue
opeig pioosy - opes ojeoolly - ! | juswssessy ubissy sodey weyl | AoeInooy eiepieA
(VINZ¥4) Momneid i St zZuoLINY pUe | UOISSBS JuBLISSaSSY
’ o | i e ieauaUIny - abeueyy - suopeloqelioy | sepiqisuodsoy
SWEp 81015 - | POIEISPON BABLIRY - suopeloqeion |  senqisuodsey Wyl eEpIEA
suopesogeliod | semmaisuodsey Juswssessy axeL |
jJuswissassy apein | vodx3 -
: Yodxa - iepIeA -
PE— AyoN - | moimaid - uswssassy MoINSId -
Joeqpasd ejelsuss - oeaL - Agon-| | aieplen - moIneld - 1015 -
SpEID ejelopoy alyosd AKioysoday piooay - waj| MaIRal - sjpeq - | | JeBbe elepejap - aj9/eq -
M UsWSSessY ewssessy-|  sempoeyyoog-| | 10668 fdog - sodey way) - dog -
9pel9 pioday ojeIoUsY - 20IAI9S UOREULIOJU] JusWSssassY | ejepelapy - 21015 - sodey Aypow -
B Q0I5 - | eI\ Way| Slesauos - wepnis - ampaws ||| sodeyusi- aieas - wowssassy - aea) -
SAIEW 21018 suopeioqell0p | senyiqisuodsey suopeiogelion | sepmaisuodsay | | svoneioaeios | semmarsuodsey | | suoneiogeiion | sopmarsuodsoy
jJuswssassy Xiep 7 7 jusWSS8sSSY 8|Npayds | wey| Joyny Juswissessy Joyny

(ViN3y4) Buipeso
(VIW3¥4) pu3-0)-pu3 sAjewwng



Figure 14: end to end Summative SRC's

Service Usage Models within the FREMA database

The e-assessment domain covers a broad landscape of activity, as well as the scenario most commonly viewed as representative, end to end summative, the FREMA project worked with domain representative experts to develop Reference Use Case Scenarios which are not yet well supported by software tools and services.  Two of these, Peer Assessment and External Examiner are briefly described here.  All of the reference use case scenarios including Artefact Assessment, Item Banking, and the Ultimate Assessment Engine are fully described at use case level with their provenance in the  FREMA Community Reference model database
Peer Assessment Scenario

Peer assessment is an important part of traditional learning (Topping, 1998) as it allows learners to construct their own knowledge and build more complex perspectives on a learning topic In distance education learners can use existing communication tools to discuss their experiences, but the act of assessment and grading is a more structured activity and requires more explicit support. Tools such as conference management systems allow teachers to set activities and group learners, they then control where submissions go, and manage the feedback process. Such management is very costly when done manually, even with a small co-located cohort of learners. .  Figure 15 shows a reference scenario for Peer Assessment.
[image: image13.jpg]7/

Student

Mark Assessment.




Figure 15: Peer Assessment Reference Scenario
External Examiner Scenario

FREMA must also address services that are aimed at augmenting and assisting current Assessment practice. The External Examiner Scenario, Figure 16 describes a process that occurs in hundreds of Higher Education institutions and yet it receives relatively little software support. The External Examiners are the people, often from outside the institution, whose job is to carry out the quality assurance on the examination process. They must check the validity of the questions against the published learning outcomes, and approve the examination. They must check that institutional marking procedures have been followed, and also approve any compensation that might be applied to students who have mitigating circumstances. Current institutional systems have little support for this process and we aim to draw attention to these critical, yet poorly supported, scenarios, in order to encourage the creation of new systems and tools that will not only drive innovation in teaching and learning, but also support the essential practices that are already in place. 
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Figure 16: External Examiner Reference Scenario
Links: http://frema.ecs.soton.ac.uk/wiki 
7 Support for Interoperability – Design Patterns

Design Patterns are a method for effective communication of design rationale, to aid people in reasoning about what they do and to help them understand why they do it in a given context. Schmidt et al. propose writing patterns to concentrate on recording the essential patterns successful developers use [Schmidt et al.,1996] and observe that patterns steer the design and use of architectural frameworks [Schmidt and Buschmann, 200]. 

It is often necessary to wrap existing legacy software in a service interface to make it easily accessible to clients that are using the SOA. Wrapping a single legacy application can be a simple process of capturing all the system’s functionality in a new service interface and then writing some intermediary code that converts from service calls to the proprietary API. However, many legacy systems provide similar functionality and wrapping them all in specific Web service interfaces does not encourage reuse. Different legacy systems can also provide overlapping functionality, and large service interfaces seem bulky and inappropriate. A better solution would be to devise a number of smaller service interfaces which legacy systems can support as appropriate. The granularity should not be too small, however, (for example, one method per interface) as this adds overhead to the service design and can be as big an obstacle to reuse as large  interfaces (because of the difficulty of finding many services to fulfil what is conceptually one larger service, and the increased risk that one of more small services will be unavailable therefore preventing the larger conceptual service from functioning) Service designers thus have to balance granularity, defining service interfaces that are complete and therefore robust, but at the same time consolidating the functionality of legacy systems into only a few interoperable interfaces. Design patterns are a semi formal method of capturing design practice so that it may be shared and reused in other design exercises.  The inclusion of patterns as resources within the Community Reference Model recognises the value of communicating expert experience and provides practical support for developers in the community to achieve SOA best practice.
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The domain of e-Assessment is a brown field site, in that there many existing systems, protocols and standards in the area. Services must work alongside, or wrap, this existing software if they are to be accepted into real practice and used with current systems. In a number of cases we had been forced to tackle this problem. The issue is that there is often more than one software system that fulfils the responsibilities of a given Service. We have looked in particular detail at the area of item banks (open databases of questions), and how different item banks can be wrapped by common query services. Examples of item banking software include TOIA (a sophisticated Item Management system), E3AN (a simple database of questions adhering to QTI standards [Davis 2002] and SPAID (a JISC system for storage and packaging of items) [Young 2005].  We have made the observation that even for similar systems the intersection of functionality can be small. In terms of service design this means that it is often not possible to have one definitive common interface. It also means that a non-definitive but common interface (covering the intersection of functionality) may not capture the core functionality of either system. It is necessary to come up with strategies to cope with this problem. We have thus developed three design patterns for wrapping similar legacy systems that can be used depending on the circumstances.. Our hope is that these will be the first of many patterns to be added to the FREMA Community Reference Model by soa developers themselves, capturing and disseminating their practical experience of ‘what works’.   
Figure 17 LCD, MPI and Negotiated Interface Sets

The design patterns have been defined in the structured ‘Gang of Four’ format [Gamma et al.1995], which describes motivation, implementation, structure, applicability, participation, collaboration, consequences, known uses and related patterns. In the following paragraphs we give abbreviated descriptions of the design patterns; the full pattern definitions, working examples, and source code are available from the FREMA website. 
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Design Patterns for Wrapping Similar Legacy Systems with Common Service Interfaces
Lowest Common Denominator Interface
Motivation: The LCD interface is a simple approach to rapidly defining a common interface, with a direct relation between the methods of the common interface and the functionality of the underlying legacy component.
Implementation: A LCD interface is a strict intersection of the functionality of all the legacy components considered, Figure 17. This can be derived by creating interfaces for individual legacy components, normalizing the methods, and extracting those that are common. The data models used in the LCD interface may be different from those wrapped in the legacy systems, although typically the most common approach will be reused. 
Consequences: The LCD interface is simple to derive, but its effectiveness at capturing the functionality of wrapped legacy systems depends on a high similarity between the functionality of those systems. It may stifle richness by ignoring novel functionality that is not shared by all. In addition, the likelihood of the LCD interface being effective (capture core functionality) is reduced in proportion to the number of legacy systems being wrapped 

Most Popular Interface
Motivation: The Most Popular interface is an approach that produces a compromise interface that reflects the best practice of many legacy systems.
Implementation: A Most Popular interface is an interface whose methods form a set M, such that the intersection of the methods of two or more legacy systems is a proper subset of M, see Figure 17. The methods included in M are chosen by a group of experts, to reflect the functionality that they believe would be expected by the community.
Consequences: The Most Popular interface is complex to derive, and may require a prolonged standardization effort, but it is highly effective at capturing a broad set of capabilities from legacy software and creating a robust and reusable common service. If experts differ then it is possible that many competing common interfaces evolve.

Negotiated Interface Pattern

Motivation: The Negotiated interface is an approach that produces a flexible interface which enables all the functionality from all the similar legacy systems to be represented, even though that functionality may be impossible to replicate on some other legacy systems.  The Venn diagram is shown in Figure 17.
Implementation: The interface also includes methods that allow users of the service to query which methods are supported by the currently wrapped legacy system. This may be done by returning a contract that describes which methods are currently available, or by querying at runtime for the availability of individual methods.

Applicability: It is advisable to use a Negotiated interface when there is novel functionality in some legacy systems that experts believe should be reflected in a common interface even though it is not universally supported. However, a Negotiated interface adds runtime complexity, and makes systems less robust, as they may fail if functionality that is required is missing from the wrapped legacy system.
Design Patterns for Wrapping Similar Legacy Systems with Common Service Interfaces
http://frema.ecs.soton.ac.uk/wiki 
8 Evaluations 
As FREMA has evolved the different layers of the Reference Model have been validated with thecommunity, for example, to ensure that our domain definitions and concept maps are valid we have visited a number of institutions around the UK and conducted interviews and examined documents to validate the concepts and their organization.  We also analyzed the contents of peer reviewed published papers on assessment in the e-learning domain.  The object of this evaluation was to ascertain if we had missed any significant areas of assessment, and that emerging areas of research are also covered within the concept maps.  For this evaluation the forty five papers from the 9th International Conference on Computer Assisted Assessment were analyzed.  A note was made of the domain and general theme of each paper, then an analysis of each of the concepts was conducted. While most areas could be adequately placed under nouns and verbs in the concept maps, several areas were light when trying to express the breadth of research especially in the areas of assessment such as analysis, research and statistics.  Our validation strategy has been to ensure that the presentation of FREMA is sensible, accessible and intuitive.  To this end we have undertaken a formal evaluation of the material presented in the reference model and our methods of presenting it.  We are now in a position to engage more directly with community members, and allow them to use the SRCs and WS-Is that we have defined to develop new tools.  This engagement is an ongoing commitment, and will allow us to explore how useful our summative Service Usage Model is to developers in a real-world setting.  For our formal evaluation we presented versions of our Community Reference Model at a number of community events, and received some interesting feedback from members of the community.  We chose the CETIS Assessment Special Interest Group (SIG) as a focus for our validation activities, this is a self-selecting group which includes early adopters, developers and representatives of standards bodies; the Assessment SIG is especially knowledgeable about the domain and has a considerable stake in the evolution of interoperable, open services.
More than 20 experts (from a range of sectors including HE or FE, Commerce or industry, Awarding body, and roles) at a CETIS SIG for Assessment joined us in our formal evaluation of the FREMA Web site  which took the form of role based enactment of pre-prepared scenarios. We chose three typical user roles as personas [Cooper and Reimann, 2003], Early adopter, Developer, and Planner.  We asked our evaluators to select a persona closest to their own and enact their persona’s scenario. For example

Will, Technical Developer: 
Your usage scenario is as a technical developer for e-assessment, where your role is to support users of e-assessment by providing e-assessment applications, tools, and services.  You also probably advise on technical issues surrounding your e-assessment provision.  You are asked to imagine a context or organisation in which you work, where your job is providing or developing e-assessment applications, tools, and services to end-users.  
Typical activities for Will, the technical developer were to answer:

‘Where are the gaps or opportunities in provision where you might develop new or innovative applications for e-assessment?’
‘What applications, tool, services, or infrastructure might you inter-operate with in the development of such new or innovative applications?’
9 Ratings of the FREMA Site

Our evaluators recorded their activities in structured questionnaires so that we could analyze their experiences in using the reference model.  We particularly wanted to find out if they could find appropriate information for their persona to complete their task, whether the concept maps supported navigation, orientation and the finding of resources and whether the model related to their understanding of assessment and e-assessment.  

The ratings given by the participants were broadly positive. Average ratings of site use and usability were not significantly worse than ‘OK/average’ (t-tests not significant). Average ratings of site content were not significantly worse than ‘OK/average’ (t-tests not significant). The overall site ratings of effectiveness show that, in general, the site was thought effective. Modal responses included ‘I got a pretty good idea of the site, and after a little work I was able to relate most of it to what I understand and am familiar with’, and ‘I got most, but not all, of what I wanted’.
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Figure 11: Summary of User Ratings for the FREMA Web Site
10 Conclusions

The service-oriented approach is becoming increasingly important within e-learning, as it allows for the flexibility, modularity and extensibility necessary for developing a wide range of interoperating systems and tools. However, the traditional approaches towards component and service engineering do not seem as appropriate for the domain, because software is developed by autonomous groups with no central authority. Reference Models offer a possible solution, as they offer a structure within which these teams can construct their own designs; however they can be too rigid and detailed for independent developers.

In the FREMA project we have introduced the notion of Community Reference Models, which aim to support agile service development with a light service specification supported by a full design rationale. To support this we have developed Service Responsibility and Collaboration cards (SRCs), based on the Class Responsibility and Collaboration method, for defining the granularity and abstract functionality of Services, and Web Service Interaction diagrams (WS-Is) for defining how Services can co-operate to fulfil a given scenario.
In the first phase of FREMA, the project created a Community Reference Model for the Assessment domain. FREMA was presented as a dynamic web site, which we believe created a rich semantic network of resources that forms an audit trail of decision making for the SRCs and WS-Is. Concept maps formed an alternative navigation interface and allowed users to interact with the resources from their own perspectives.

We have evaluated the effectiveness of this presentation approach and have found that users found it intuitive, accurate and relevant. However, they were more critical of the content itself, and felt that sometimes entries were lacking in detail, or even that resources that they felt should be there were missing. We believe that this is a reflection of the complex nature of the Assessment domain, and the way in which different stakeholders hold different perspectives of the space. This evaluation confirmed our opinion that it is necessary for the assessment community of interest to directly contribute to the model to ensure that the model contains the breadth and depth of detail that is relevant to their concerns
In the second phase of FREMA development we converted the original ontological database  (knowledge base) and web site generation system into a Semantic Wiki, which will allow community members to directly contribute by adding or editing resources and creating new Service designs. The semantics will constrain their contributions, and enable navigation and analysis tools to function over the Wiki pages; the SRC and WS-I methodology should ensure that their designs remain relevant to the broader community.

Moving from a KB-driven web site to a Semantic Wiki means a crucial change in thinking; one must release control of the structuring ontology, and place one’s faith in the wisdom of the user community. It is however a liberating experience and the potential advantages are many: a familiar Wiki editing paradigm, co-ownership of content, and evolution rather than stagnation of structures and terms.

We have demonstrated our FREMA SMW at a number of community events within the UK, and have received an overwhelmingly positive reaction, with interest partly driven by enthusiasm for the work of the FREMA project, and partly driven by interest in the Semantic Wiki itself. The loss of certain tools from the original website is more than compensated by the additional Wiki functionality, and the other advantages gained from using the mature underlying MediaWiki software, such as user and file management, administration tools,  help system, discussion mechanisms and flexible configuration. 

Longer term evaluation will become possible as the number of users increases. We are currently launching the Semantic Wiki version of FREMA, and hope to undertake some evaluation of the ease of authoring and the perception of the semantics in the next few months. 

Our direct experience as developers, converting from a highly managed KB to the freeform structure of a Wiki, provides a valuable resource for others considering this approach. For our project the process has been worth the effort, even though we have had to sacrifice some of the semantics (in the form of disambiguation pages) and some of the tools (because of the lack of functions concerned with statistical analysis of the semantic network within the Wiki). Analysing the Semantic Wiki implementations that are currently available has also allowed us to characterise the key features of Semantic Wikis and we have also been able to highlight the challenges of working with an environment that deals with semantics-on-demand.

Semantic Wikis offer a powerful new mechanism for creating semantic information in a simple way. Just as the original WikiWikiWeb made hypertext authoring a possibility for non-specialist users, so Semantic Wikis could make the Semantic Web accessible to the same group. By using evolving ontologies, and meaningful markup, users can construct semantic graphs and develop new ontologies without ever seeing an RDF statement or OWL declaration. However, there is a cost to this liberation, in that Knowledge Engineers must release control of the ontologies that guide annotation, and trust their user communities to create their own structures and evolve their own vocabularies

Within FREMA we have presented the End-to-end Summative Service Usage Model (SUM), its scenarios, use cases and the SRCs and WS-Is that fulfil it. We consider this SUM to be a critical part of e-assessment, a focus point for community interest and activity, and a boot-strap scenario for Service Usage Models. We are currently working on a number of other scenarios, such as Peer Assessment and External Examiners). 

The FREMA project was able to characterise the e-assessment domain as a ‘brownfield site’ where there is already considerable investment in software.  Whilst Service-Oriented architectures offer an opportunity for communities to create common frameworks of pluggable software components, and thus to interoperate to a new level, to bootstrap these efforts it is necessary to include the rich collections of existing legacy software in these new frameworks. Thus wrapping legacy systems is a common problem when introducing service-oriented architectures to a particular domain or community. This is made more difficult as there are often many systems that offer similar functionality (we term these similar legacy systems). 

In introducing patterns as a community development resource, we have formalised three design patterns for coping with the problem of providing similar legacy systems with a common interface to aid interoperability and modularity.  All three patterns are based on creating specialized services for each legacy system and then normalizing them in terms of data model and terminology.  It is our belief that the design patterns we have provided as a resource within the Community Reference Model will enable developers to achieve this more easily. While none of the approaches described in the patterns are individually novel, we hope that by expressing them in a formalised way, and in a common context, we may help future service developers to choose an appropriate approach, and to articulate their decisions more effectively.  Our hope is that these will be the first of many patterns to be added to the FREMA Community Reference Model by soa developers themselves, capturing and disseminating their practical experience of ‘what works’.   
Service-oriented approaches and architectures offer new opportunities for members of the e-learning community to collaborate and create interoperable software. It is our hope that the Community Reference Model approach will enable them to share their use cases, disseminate their activities, create new and reusable Service Profiles, and eventually facilitate the creation of a rich pool of services that can be used to more easily create a new generation of Web Service tools to support e-learning.
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